
Full-Stack Software Supply Chain Security:
From Keyless Signing to Supply Chain Intelligence

Helsinki-Aalto Institute for Cybersecurity (HAIC)
October 8th, 2026
Santiago Torres-Arias



Things we care about

Understand, model and visualize 
how software is made 



Identify threats and attacks on 
various supply chains

(SW, AI, VLSI, Additive Manufacturing)

Things we care about

Understand, model and visualize 
how software is made 



Things we care about

Understand, model and visualize 
how software is made 

Build and evaluate systems to 
enforce these security 

expectations

Identify threats and attacks on 
various supply chains

(SW, AI, VLSI, Additive Manufacturing)



Things we care about

Understand, model and visualize 
how software is made 

Identify threats and attacks on 
various supply chains

(SW, AI, VLSI, Additive Manufacturing)

Build and evaluate systems to 
enforce these security 

expectations



Background:
Software supply chains & attacks
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ProductionDevelopment

All operations, processes, tools, institutions 

and human factors involved in creating a 

piece of software.

Background: Software Supply Chains

#
#


The arch Linux package 
repository supply chain.
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Software Supply Chains: Complex Systems,
 Massive Impact!
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Regulators are pushing for stronger controls and 
better risk assessment.
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This derived research 

and innovation in the 

field of SSC security.

 

We analyzed 98 papers 

from 2010 (from [2]).
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Academia Efforts



Industry & Open-Source Initiatives

→ Proposed multiple frameworks and practices to audit the software development 

lifecycle (SDLC) and validate open-source and proprietary software. 
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2019 2023 202520212018 2020 2022 2024

2010 2014 201620122008 2011 2013 2015

Least Privilege
Multi Factor 
Authentication

Certificate 
Transparency

Two-Person 
Code Review Vulnerability 

Disclosure 
Policy

2017

Ongoing 
Efforts ..

Zero Trust

Binary 
Transparency

VEX

S2C2F

Security Insights Spec



Supply Chain Systems Are Not Widely Adopted

14SLSA++ A Survey of Software Supply Chain Security Practices and Beliefs

https://rustfoundation.org/resource/slsa-a-survey-of-software-supply-chain-security-practices-and-beliefs-2023/


Quantity of Signed Artifacts in Package Registries
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❖ 8 years of software signing 

analysis (from [3]).

❖ Software signing are barely 

adopted in some 

ecosystems.



We need effective tool-design from the ground up

Software

Production 
Steps

Infrastructure

actorsData
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AStRA: Modelling SSCs as Causal Graphs

Can an abstract supply chain model help 
guide design?
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Models of The Supply Chain
(All models are wrong, but some are useful)
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Adjacency
(e.g., dependency graphs)

Claim-based
(e.g., knowledge graphs)

flow-based
(e.g., In-toto layout)



Adjacency-based
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Strengths: 

● Useful for ecosystem modelling

Weaknesses: 

● Speculative
● They can not know which alternative is 

used

Examples: 

Cappos et al., CCS ’08,  Zimmermann et al., USENIX 

Security ’19, Duan et al., NDSS ’21,  Zahan et al., ICSE-SEIP 

’22, Wang et al., USENIX Security ’23, Derr et al., CCS ’17, 

Neupane et al., USENIX Security ’23



Claim-based

20

They describe a series of facts about 
software.

Examples: GUAC

Strengths: 
● Useful for inventory, composition 

queries.

Weaknesses:

● Claims do not directly encode 
execution causality

● Hard to reason about root cause 
and risk propagation



Flow-based

Strengths : 

● Helps identify unauthorized modifications

Weaknesses:
● No notion of active vs passive materials.

Examples:
Torres-Arias et al. , USENIX Security ‘19, 

Nikitin et al., USENIX Security ‘17, 
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We need a model that:

22

❏ Capture causality :
❏ Needed for root cause analysis 
❏ Facilitates post-mortem analysis
❏ Allows transitive risk reasoning

Action

tools material

material

❏ Capture all SSC elements, passive+active.



AStRA Nodes

● Artifacts: What was produced or consumed? Actual software, Metadata. 
● Steps: How did it happen? Build, test, commits …
● Resources: Where did it happen? Git, Github actions, OS …
● Actors: Who was involved? Developers, organizations, bots …
● Topology: When do all nodes relate?
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AStRA Relationships

→ AStRA captures three types of causal relationships between supply chain 

elements:

→ Actors, identified by credentials, use resources;

Version Control 
System

Uses

Artifac

Step

Resource

Actor 24



AStRA Relationships

→ Resources carry out steps;
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AStRA Relationships
→ Steps consume and produce artifacts;
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Multi-Step AStRA Topology
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Case Study: SolarWinds SSC 
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Analyzing 76 SSC
 defenses

● There is no single tool 
solving all SSC attacks

● Tools have various 
deployment requirements

● AStRA allows practitioners to 
identify tool combinations 
and deployment 
expectations

29



Are we focusing on the right things?

30



Astra's Impact
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What do we need to defend SSCs?

Software

Production 
Steps

Infrastructure

actorsData
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Sigstore: software signing for everybody

“Sigstore: Software Signing for Everybody,” Computer and Communications Security ‘22, 
https://dl.acm.org/doi/10.1145/3548606.3560596. 

https://dl.acm.org/doi/10.1145/3548606.3560596


35

Problem
Attacks on the software supply
chain have increased in the past
decade.

Atlantic Council, 2021, “Breaking Trust,” available at 
https://www.atlanticcouncil.org/commentary/trackers-and-data-visualizations/breaking-trust-the-dataset/. 

https://www.atlanticcouncil.org/commentary/trackers-and-data-visualizations/breaking-trust-the-dataset/


● Someone (not the expected author) publishes software 
○ Compromises of account credentials

○ Compromises of package repositories.

● Not all attacks!
○ Normal vulnerabilities

○ Build system compromises

○ “Hypocrite commits”

○ Threatening authors

● If you know who’s supposed to sign a package,

signing helps.

Software Signing
  Part of the solution.



● Many package repositories support it: PyPI, RubyGems, NuGet, ELPA
○ <4% adoption on PyPI

○ Tools don’t check signatures by default

● Exception that proves the rule: Maven Central
○ Java is an “enterprise-y” language

○ Teams are able to jump through hoops

○ Packages namespaced by domain (com.example.foo)

Software Signing
  Nobody does it.
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"Signing in Four Public Software Package 
Registries: Quantity, Quality, and 
Influencing Factors" IEEE Security & 
Privacy, 2024



● Why not?
○ Well-known usability issues

○ Key management

■ “What do you mean I can’t push 

from my laptop on vacation?”

○ Developers expect account recovery

● Exception: mobile apps
○ App stores check signatures on publish

○ Keys can be replaced by store

Software Signing
  Nobody does it.



● Meet developers where they are
○ Support old-fashioned signatures

○ And hardware tokens

● Accept centralization, with 

accountability (like web PKI)

● Free developers from key management

● Integrate with other tools
○ Software supply chain solutions

○ Developer tools and infrastructure

Sigstore
Goals



1. Get auth token (“OAuth dance”)

2. Generate key pair

3. Send token, precertificate to Fulcio

4. Get X.509 certificate

5. Sign artifact

6. Send signature, metadata to Rekor

7. Publish: artifact, signature, certificate, 

signed timestamp

Client Flow
Signing:

(As identity provider)
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1. (Download artifact, certificate, 

timestamp)

2. Check certificate:
a. Signed by Fulcio

b. Subject: expected signer?

3. Check signature:
a. Valid for artifact

b. Timestamp during cert validity

4. Check transparency log membership

Client Flow
Verifying:

(As identity provider)
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1. Identity

2. Signature timestamping

3. Transparency

Sigstore
Let’s take that step by step!



● “A new kind of CA”

● Users authenticate
○ OpenID Connect (OIDC: “login with Facebook”)

○ Secure Production Identity Framework for Everyone 

(SPIFFE)

○ Extensible: Decentralized Identifiers (DIDs)? SAML?

● Issues X.509 code signing certificate
○ SubjectAlternativeName: “Joel's Facebook account”

● Certificate is ephemeral (10 minute validity)

Sigstore
Identity.



Idea: rely on identity providers to manage 
cryptographic material using ephemeral keys

57

Key Identity Artifact

Traditional models (e.g., PGP)

Claims Auth…

Identity Key Artifact

Next-gen signing (e.g., Sigstore, OPK)

Claims Auth…



DiVerify: Extending Sigstore beyond 
identity providers

“Context-Aware Trust Verification for Identity-Based Software Signing” Automated 
Software Engineering ‘26



Context-aware signing

→ Extend signing with verifiable context  

→ Attach attested evidence about signing conditions  

→ Enable policy-based verification by consumers



Context-aware signing

→ Extend signing with verifiable context  

→ Attach attested evidence about signing conditions  

→ Enable policy-based verification by consumers

Verifying who signed
Verifying who signed + under what 

conditions signing occurred



Secure Provider Composition

Provider Independence Session Binding Claim Authenticity



Scope Provider Taxonomy 



DiVerify Policy Governance



Deployment Variants

Legacy-Compatible Mode 
Multi-scope verification without client attestation

Trusted Authentication Mode 
Extends to multi-scope retrieval, with client 

attestation. Client integrity is enforced by the CA

Core Mode 
Extends to multi-scope retrieval, with client 

attestation. Client integrity is enforced by the verifier



1

DiVerify Overhead: Signing vs Verify Latency

Adds overhead but remains practical, with 

signing time under 400 ms

65



DiVerify Proof Storage Cost

Worst-case overhead is <1.6% of the 

average PyPI package size.

Average PyPI package ≈ 1.8 MB
DiVerify proof worst case (Trusted Auth, 28.5 kb) = ~1.6% overhead

66



Idea: We can decompose trust beyond a single 
element for robust protection

67

Identity

Key Artifact

Next-gen signing (e.g., Sigstore, OPK)

Claims

Auth…
Device

Fingerprint

Known-good
Signing stack



Speranza: providing actor confidentiality 
for the software supply chain

"Speranza: Usable, privacy-friendly software signing", ACM Computer and 
Communications Security '23
https://doi.org/10.1145/3576915.362320



Motivation: OSINT on supply chain data



Insight: authors do not need to disclose 
their identity to prove they are allowed to 
sign artifacts or metadata 

Instead: 

- Other actors & infrastructure can commit to a "view" of the permissions of such 
actor

- An actor can use a single-use key (recall Sigstore & next-gen software signing) to 
create a single, transparent signature

- A verifier can verify that the signature at time (t) satisfies the commitments from 
other actors 



Insight: authors do not need to disclose 
their identity to prove they are allowed to 
sign artifacts or metadata 

Instead: 

- Other actors & infrastructure can commit to a "view" of the permissions of such 
actor

- An actor can use a single-use key (recall Sigstore & next-gen software signing) to 
create a single, transparent signature

- A verifier can verify that the signature at time (t) satisfies the commitments from 
other actors 

(this can be generalized to prove more granular & universal signer properties, but that's a 
separate paper)



Fundamental building block: commitment schemes
1. Generate(𝜆) → pp: generate public parameters. 

2. Commit(pp,𝑚) → (𝑐, 𝑟): create commitment 𝑐 to message 𝑚 

with randomness 𝑟. 

3. Verify(pp,𝑚, 𝑐, 𝑟) → yes/no: check the commitment.



New building block: co-commitment schemes
1. CoCo.Generate(𝜆) → pp = (pppdrsn, ppnizk): create public parameters for 

co-commitments.

a.  Return (Pedersen.Generate(𝜆), Pedersen.GenerateEq(𝜆)). 

2. CoCo.Commit(pp, id) → (𝑐, 𝑟): create a commitment. 

a. Return Pedersen.Commit(pppdrsn, id) 

3. CoCo.Prove(pp, id, 𝑐1, 𝑟1, 𝑐2, 𝑟2) → 𝜋 or ⊥: prove 𝑐1 and 𝑐2 are co-commitments.

a. Return Pedersen.ProveEq(pppdrsn, ppnizk, id, 𝑐1, 𝑟1, 𝑐2, 𝑟2) 

4. CoCo.Verify(pp, id, 𝑐, 𝑟) → yes/no 

a. Return Pedersen.Verify(pppdrsn, id, 𝑐, 𝑟) 

5. CoCo.VerifyEq(pp, 𝑐1, 𝑐2, 𝜋) → yes/no 

a. Return Pedersen.VerifyEq(pppdrsn, ppnizk, 𝑐1, 𝑐2, 𝜋)



FillGraph
We also define FillGraph, which creates a “co-commitment graph”: a graph where nodes 

are commitments to the same identity, and edges are proofs of equality between them.

FillGraph(pp,𝐺,𝑚) → 𝐻: for graph structure 𝐺 and message 𝑚, returns an instantiated 

graph 𝐻 where nodes are commitments to 𝑚 computed as Pedersen.Commit(pppdrsn,𝑚), 

and edges are equality proofs between their connected nodes computed as

𝑒𝑖𝑗 = Pedersen.ProveEq(pp,𝑚, 𝑐𝑖 , 𝑟𝑖, 𝑐𝑗, 𝑟𝑗).



Linkability
If two commitments are co-commitments, even transitively, then they are commitments 

to the same identity.

This means that no adversary should be able to generate a connected graph of 

co-commitments such that all of the following hold: 

– The set of nodes contain commitments to at least two distinct identities ({id𝑖 }| > 1)

– All of the commitment equality proofs on the edges verify 

– All of the commitments on the nodes verify



Speranza: package registration



Speranza: package signing



Speranza: Verification
1. Verifier retrieves the package, the certificate, the signature over the package, and the 

equality proof from the package repository. 

2. Verifier retrieves the commitment associated with the package from the authorization 

record. 

3. Verifier checks that the certificate is valid; if not, reject. 

4. Verifier checks that the signature over the package is valid; if not, reject.

5.  Verifier checks that the identity co-commitment is valid; if not, reject. If so, accept.



Speranza: Evaluation (costs)



Sigstore's Impact
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(10% of)
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Sigstore's Impact
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What do we need to model SSCs?

Software

Production 
Steps

Infrastructure

actorsData
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In-toto: providing farm-to-table 
guarantees for bits and bytes

“In-toto: providing farm-to-table guarantees for bits and bytes” USENIX Security '19

"Over the Shoulder: Improving SBOM Accuracy by Watching the Build" ACM/LF SCORED 
'26



Many good point solutions

86

code build

test

package



Many good point solutions
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code build
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package

→ SVN, CVS, git signing, etc.,
reference state log [Torres USENIX Sec 16], ...
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Many good point solutions
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code build

test

package

→ TLS, GPG, TUF

→ SVN, CVS, git signing, etc.,
reference state log [Torres USENIX Sec 16], ...

→ TPMs, HSMs, verifiable compilers, 
reproducible builds, ...



Common Format: in-toto

90



Many Systems for Attestation Generation
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Evidence Gathering Policy / ValidationInformation Discovery

GUAC

SCITT



Collecting this data in a generalizable way is hard! 
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Collecting this data in a generalizable way is hard! 
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Integrations & Adoptions
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Role separation and compromise resilience
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code build

test

package

Bob Carol

Dave

Erin

Ada



code

Tool agnostic

96

build

test

package



Creating fully-accounted-for builds



All Encompassing

98

code build

test

package???Lachlan Gunn et al.
IEEE S&P 2027

???

Niina Idänheimo
 Et al. Nature 

2029

hypno attack!?



In-toto's Impact
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Idea: we can  de-compose knowledge about 
supply chain security to reason about it

100

Actor
1

Claim
1

Artifact

As operations are carried out, we learn more about  provenance, pedigree, vulnerabilities, etc.

Claims

Actor
2

Claim
2Claims

Actor
3

Claim
3

Claim
n…



Petra: Confidential SBOM exchange

"Trustworthy and Confidential SBOM Exchange", USENIX Security '26



SBOM Exchange Use Case: SBOM Redistribution 
→ Selling software to federal agencies ? SBOM Redistribution is a requirement.

102

war



Confidential SBOM Exchange Use Case: SBOM 
Redistribution 

103

war



Balancing between Privacy & Transparency

104

SBOM B

SBOM A



Petra

Selective disclosure 🔒
Verifiable redaction & integrity  🤐
Abstract representation for SBOM consumption⚙
Practical redistribution system 📨

105

Access control is bound to the data !



Foundational Techniques (all computing is just trees)

SBOM Trees 
(composability)

CP-ABE Trees 
(selective redaction)

Merkle Trees 
(verifiability)

106



Access Trees

107
Addresses Adapting to Different Security Expectations challenge.



108Addresses Balancing between Privacy & Transparency challenge.

Attribute-Based Redaction 

❖ Semantic Confidentiality: Does 
not leak contents to parties 
without explicit access 
permission.

❖ Collusion Resistance: 
Consumers cannot collude to 
reveal redacted SBOM data



Petra Architecture 
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Petra Architecture 
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Evaluation



What do we need to protect SSCs?

Software

Production 
Steps

Infrastructure

actorsData
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DebTrace

"DebTrace: Tracing, Verifying, and Revisiting a Decade of Debian Reproducibility" 
International Conference on Software Maintenance and Evolution (ICSME) '26



AStRA representation for 981 debian builds

114



AStRAfy: automate the reconstruction of causal graphs 
from heterogeneous evidence

115

Observe ecosystems
(per ecosystem 
mapping frontends)

Transpile to ASTRA 
Intermediate Representation

(ASTRA IR) 

Recode into 
actionable data

(backends)



Mapping ASTRA-capable metadata (e.g., Git)

Observe ecosystems
(per ecosystem 
mapping frontends)

All fields within  git log directly 
map to ASTRA losslessly
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Mapping from flawed metadata (e.g., docker)

Observe ecosystems
(per ecosystem 
mapping frontends)

Transpile to ASTRA 
Intermediate Representation

(ASTRA IR) 

Network 
artifacts

Parent layers

Docker image

Build 
environment

Docker build
Produces

Uses

C
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rie
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O
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Artifact
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Identifying these gaps can help w/ vuln. research

Observe ecosystems
(per ecosystem 
mapping frontends)

Transpile to ASTRA 
Intermediate Representation

(ASTRA IR) 
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What do graph queries enable?

119



Astrifying Debian metadata

The DebTrace framework 
Anchor on what users install, propagate identifiers, assess risk.

1 · Anchor on publication data: only 
installable packages carry consumer risk

2 · Propagate via soft identifiers (name, 
version: semantic) and hard identifiers 
(hashes: bit-for-bit)

3 · Assess Together these form 
compositional risk maps, impossible 
when stages are studied in isolation.



APPROACH

The dataset
A comprehensive cross-stage dataset of any Debian package.

900,000+
published (package, version, arch) tuples

80,000+
packages

2M+
.buildinfo records · Dec 2016 to Jan 2026 · amd64, 
arm64, all

4 TB
source repositories

~6 h
archive snapshot cadence

~30 GB
structured database

github.com/wboulton/debtools 

http://github.com/wboulton/debtools


TRACEABILITY

Only ~70% of published packages are fully traceable
Compared to 97% step-local reproducibility

89%
have a full publication → build → source repo

70%
also have a source tag matching the publication 
version: fully traceable



TRACEABILITY

A decade of progress
Traceability rose from near zero to ~75%, driven by .buildinfo adoption.

~0%
Stretch, 2017

→ 74.99%
Trixie, 2025

The tag-match gap has been stable at 3 to 5% since 
Buster. Overall repo availability improved but tagging 
discipline did not.

The 70% headline on earlier slide refers to the latest 
release



METADATA CONSISTENCY

The security pipeline doesn’t publish 
.buildinfo through the standard channel
The packages you most need to verify are the least traceable.

8,128 unmatched records carry security-release markers (+debNuM).



METADATA CONSISTENCY

The debian build-system has (had) a race 
condition
3.7% of packages were built, used as dependencies of other builds, but never released

These packages are also impossible to audit



Idea: we can decompose any supply chain data 
into auditable, causal, intermediate 

representations

126
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What do we need to defend SSCs?
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"Software Dark Matter: Gazing at Uncharted Files to Navigate SBOM Integrations", 
Supply Chain Offensive Research and Ecosystem Defenses (SCORED) '26

Darkfiles



Why SBOMs miss files
Artifacts are assembled through channels that no manifest describes.

Package manager · the only channel SCA sees

curl | bash installers

Broad COPY and unarchive steps

Repackaging: shading, bundling

Post-deployment drift

→ The artifact

17 to 332
vulnerable dependencies reported for one 
application across nine SCA tools (Imitaiz 
et al.). Tools infer presence from package 
databases and heuristics.

SDM is the set of files physically present that no metadata source claims.

SDM = Filesactual \ Filesasserted



Four ecosystems: Questions

PREVALENCE SECURITY IMPACT CAUSAL ORIGINS TEMPORAL ORIGINS

Containers
image-based

Maven Central
library-based

Plugins & 
extensions
host-mediated

Enterprise Linux
config-driven



The Darkfiles pipeline
One simple workflow generalizes across disjoint ecosystems with policy-level configuration only.

Unroll and extract 
(per-layer for OCI)

→ Known-files filter 
(11 Debian/Ubuntu 
releases + 
language path rules)

→ Assert claimants
(tracked vs dark 
matter vs hidden 
dark matter)

→
Reachability + influence

Reported prevalence is a conservative, policy-driven lower bound.



Prevalence - Containers

30%
mean SDM per image

~22%
of images under 5%



Temporal Origins - Containers
Metadata never converges with the artifact.



Security Impact: Containers 

RECURRING DARK FILE IMAGES SECURITY IMPACT

/opt/bitnami/scripts/liblog.sh 63 Tampering can suppress logs or inject startup commands

/usr/bin/with-contenv 30 s6 env injector; can alter PATH and redirect exec before the main service

/etc/supervisord.conf 28 Can start extra daemons or change arguments and logging

/usr/sbin/enable_insecure_key 13 A reachable path to downgrade trust and authentication

/etc/ssh/ssh_host_rsa_key 7 SSH host private keys baked into images: impersonation and MITM

Reachability narrows triage set to 1% of files on average



Case 1: Jenkins ssh-agent
Untracked files were an exploitable vulnerability in core CI infrastructure.

INTENDED

Host keys generated at first run , unique to every 
container instance.

vs

SHIPPED

apt install openssh-server generated keys 
at build time . Identical keys reused across every 
instance: 

CVE-2025-3275
4

CVE-2025-3275
5

Coordinated disclosure · patched · official Jenkins advisory
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Case 2: The acme.sh token
A GitHub push token persisted in intermediate layers.

Layer N: final image · token absent (whiteout)

Layer N-1: token still present · recovered by deep-darkfiles

COPY ./ . #swept .git/config (with token) into the image

CVE-2025-3211
1

CVSS 8.7 · High

acme.sh: a project with 47,000+ GitHub stars.

The token allowed CI triggering, source tampering, and release 
modification, which allows decrypting a large portion of internet traffic.
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Security Impact: Maven Central

4,889
bundling-prone packages

~80% hide under 10% of their dependencies; 10% hide over 90%. 

5000+
untracked JAR instances at versions with 
known CVEs

HOW THEY GET THERE

maven-shade-plugin

maven-assembly-plugin

Spring Boot nesting with spring-boot-maven-plugin

Manually copied vendored JARs



Security Impact: Jenkins Plugins

648
vulnerable JAR instances in 381 
plugins ≈ 200,000 installations

57
plugins declare a safe version 

while shipping a vulnerable JAR

54.6% of vulnerable instances are invisible or 
misleading to SBOM scanners.

2000+ plugins analyzed, 1,891 with nested JARs. 
Mean untracked 10.0%



Security Impact: Jenkins Plugins

Plugin A
no vulnerable JAR in its archive

loads classes from

→
Plugin B

bundles a vulnerable JAR

+80 additional vulnerable JAR instances across 48 plugins

33 of 84 CRITICAL jars are through plugins labelled 
“deprecated”, “adopt-this-plugin” that remain 
depended upon, with no maintainer to remediate



Security Impact: OpenVSX extensions

Bundling destroys attribution, and what can be see is already bad.

● Under 2% populate bundledDependencies 

● VSIX manifest records no dependency info at all.

● We could only analyze small % of VSX extensions

1,259
CVE-matching packages in 187 extensions · 132 CRITICAL, 619 HIGH

BUILD-CONTEXT BLEED-IN FOUND IN PACKAGES
.claude/ and .copilot/ session data 
.env · .ssh/ · .git/ histories

All figures are conservative lower bounds: minified bundles cannot be 
attributed.



Software Dark Matter shows up everywhere
PREVALENCE SECURITY IMPACT CAUSAL ORIGINS TEMPORAL ORIGINS

Containers
image-based

Most images hide some, a few 
hide a lot

3 high-severity vulnerabilities, 
previously unknown

ADD and COPY layers Metadata never catches up

Maven Central
library-based

Bimodal: none, or nearly all Hundreds of CVEs missed by 
SCA tools, including widely 

used projects

Nesting and shading Stable over time

Plugins & 
extensions
host-mediated

Obfuscation hides it; source 
maps recover it

~1,000 CVE matches invisible 
to SBOMs, plus leaked 

credentials

Bundling and vendoring Not representative

Enterprise 
Linux

config-driven

_ Unused but executable scripts IT automation and config 
management

_



Software Dark Matter shows up everywhere; it is systemic!
PREVALENCE SECURITY IMPACT CAUSAL ORIGINS TEMPORAL ORIGINS

Containers
image-based

Most images hide some, a few 
hide a lot

3 high-severity vulnerabilities, 
previously unknown

ADD and COPY layers Metadata never catches up

Maven Central
library-based

Bimodal: none, or nearly all Hundreds of CVEs missed by 
SCA tools, including widely 

used projects

Nesting and shading Stable over time

Plugins & 
extensions
host-mediated

Obfuscation hides it; source 
maps recover it

~1,000 CVE matches invisible 
to SBOMs, plus leaked 

credentials

Bundling and vendoring Not representative

Enterprise 
Linux

config-driven

_ Unused but executable scripts IT automation and config 
management

_



Idea: A global artifact inventory can be used to 
surface SSC attacks & vulnerabilities on the fly
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Thank You! Questions?

https://badhomb.re/

https://tsel.sh

santiagotorres@purdue.edu

sangy@chaos.social
https://in-toto.io

https://sigstore.dev

https://guac.sh

https://scored.dev

https://badhomb.re/
https://tsel.sh
https://in-toto.io
https://sigstore.dev
https://guac.sh
https://scored.dev

